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Abstract

Existing summarizers for memory systems are
typically optimized for human-facing criteria
such as faithfulness, which misaligns with their
true objective: preserving the evidence needed
to support future queries. We show that condi-
tioning summarization on query-answer pairs
substantially improves answer quality, and that
this utility-aware behavior is transferable across
queries. Motivated by these findings, we pro-
pose MemSuit, a self-distillation framework in
which a teacher summarizer, conditioned on
observed query-answer pairs, produces utility-
aware memory entries that a student learns
to reproduce from the raw conversation alone.
To prevent collateral erasure where condition-
ing on a single query-answer pair discards
evidence relevant to other plausible queries,
the teacher decomposes each block into multi-
ple self-contained entries that preserve distinct
query-relevant facets as independently retriev-
able units. To align the retriever with the com-
pact, fact-dense style of teacher entries, we
further fine-tune the embedding model with a
contrastive objective supervised by teacher en-
tries. Across a diverse suite of conversational
query types, MemSuit consistently outperforms
state-of-the-art baselines, confirming the value
of grounding memory in downstream utility.

1 Introduction

Memory systems have become a standard compo-
nent of LLM agents deployed in long-horizon inter-
active settings, storing past interactions and retriev-
ing relevant fragments on demand (Packer et al.,
2023; Edge et al., 2024; Zhang et al., 2025). Since
storing raw conversational text verbatim is waste-
ful where the vast majority of utterances are rarely
relevant for future queries (Maharana et al., 2024),
a substantial body of work has focused on memory
summarization: compressing raw history into com-
pact yet informative representations (Wang et al.,
2025; Hu et al., 2025). Existing approaches fall

Alice: I finally booked the Lisbon trip — flying out March 14th, back the 22nd.

Bob: Nice! Staying in Alfama again?

Alice: No, this time an Airbnb in Principe Real. It was 680 euros for the week.

Bob: Solo or with Mia?

Alice: Mia's coming. She's been stressed since the promotion fell through in January.

(Alice, booked, Lisbon trip). (trip, has_date, March 14) 1
(Alice, stay_in, Airbnb). (Airbnb, located_in, Principe Real) 1
(Mia, coming, —)

Alice booked a trip to Lisbon in March 14th and will stay in Principe Real |
instead of Alfama. Mia is joining her to decompress after a difficult January
involving a failed promotion. 1
Alice booked a March 14-22 trip to Lisbon, staying in a 680-euro Airbnb in
Principe Real. Mia is joining Alice to recover from the stress of a failed 1
promotion in January. 1

Query1: When did Alice come back from Lisbon?
Query2: What is the cost of Alice’s stay in Principe Real ?
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Figure 1: (a) A short conversation summarized by dif-
ferent methods. Neither the rule-based nor the vanilla
LLM summary retains enough details to answer the
two example queries. (b) Evidence coverage on Lo-
CoMo (Qwen2.5-3B), measured as the fraction of query-
supporting facts preserved in the summary. Vanilla LLM
summaries lose substantial evidence for temporal and
open-domain queries.

into two broad families. Extraction-based methods
retain predefined patterns such as entities, events,
or temporal markers through handcrafted heuristics,
but they struggle to adapt across diverse conversa-
tional styles (Liu et al., 2025; Gupta and Gupta,
2019). LLM-based methods, which have become
the de facto solution, instead prompt a language
model to retain content it deems important (Zhong
et al., 2024; Chhikara et al., 2025). However, as
illustrated in Figure 1, these methods are prone
to preserving topic-level gist while discarding the
concrete details on which downstream demand



most often hinges. As a result, the evidence pre-
served in memory is often insufficient for down-
stream answering, particularly for temporal and
open-domain queries that depend on fine-grained
and implicit information from past interactions.

While prior work has sought to improve mem-
ory summarization with various prompts (Xu et al.,
2026; Liu et al., 2026), we argue that this short-
coming reflects a more fundamental issue: a
misalignment of objectives. LLM summarizers
are typically trained against human-written refer-
ence summaries, which optimize for properties
such as coverage, coherence, and topical faithful-
ness (Zhang et al., 2024). However, in a memory
pipeline, a summary is consumed by a retrieval-and-
answer system, and its value is more determined
by whether it preserves the information needed to
answer future queries, a criterion of downstream
utility rather than human-facing fidelity. This diag-
nosis is corroborated by a simple oracle analysis:
when summarizers are granted privileged access to
future query-answer pairs and instructed to retain
only the evidence needed to support each answer,
the resulting memory entries exhibit substantially
higher downstream performance. However, such
an oracle setting illustrates only the ideal upper
bound and is unrealistic in practice, where sum-
maries must be generated and committed to stor-
age hundreds or thousands of turns before future
queries are observed (Yang et al., 2026).

In this paper, we demonstrate that utility-aware
summarization patterns are transferable across con-
versations and queries: the criteria a summarizer
learns to apply when the query is known generalize
to settings where the query is hidden. Motivated
by this insight, we propose a downstream-utility-
oriented memory summarization framework based
on self-distillation. Our approach instantiates two
summarization policies within a single pipeline. A
teacher model is granted access to observed query-
answer pairs and generates tailored summaries, re-
taining precisely the information required to ad-
dress the specific question at hand. Conversely,
a student model only observes the raw conversa-
tion, mirroring the deployment setting where fu-
ture queries are unknown, and is trained to imitate
the teacher across the observed query distribution.
Intuitively, the student learns to anticipate what in-
formation would be relevant for plausible future
queries, thereby internalizing the teacher’s utility-
aware behavior into a single, query-agnostic sum-
marization policy.

However, operationalizing this principle surfaces
two obstacles that a naive student-teacher pipeline
cannot overcome. The first we term collateral
erasure: a single conversational block rarely re-
volves around a single topic, and the topics it
threads together may each anchor details for dif-
ferent queries (Zou et al., 2026). Compressing
such a block into one utility-aware summary in-
evitably privileges the conditioning query-answer
pair, causing the details that would have supported
other plausible queries to be discarded as inciden-
tal. The second is retrieval mismatch: teacher-
produced summaries are deliberately terse and fact-
dense, whereas off-the-shelf embedding models for
retrieval are calibrated on the verbose, redundant
prose of naturally occurring text (Li et al., 2025).
Even when the summaries contain the right infor-
mation, this gap prevents the retriever from finding
them, capping end-to-end performance.

We address both obstacles within a unified
framework MemSuit (Memory Summarization for
Utility). To prevent collateral erasure, MemSuit al-
lows the teacher to emit a variable number of mem-
ory entries per block: rather than compressing a pre-
defined block into a single summary, the teacher
segments it along semantic boundaries and writes
one self-contained entry per topic. Distinct query-
relevant aspects of the conversation are thereby
preserved in independently retrievable entries, mit-
igating the interference induced by conditioning on
a single query-answer pair. To close the retrieval
mismatch, we fine-tune the embedding model with
a contrastive objective: teacher-generated entries
serve as positives for their conditioning queries
and unrelated entries as negatives, aligning the em-
bedding space with our compact summaries with-
out requiring additional annotations. Across a di-
verse suite of conversational query types, Mem-
Suit consistently outperforms state-of-the-art base-
lines, confirming the value of grounding memory
in downstream utility.

2 Preliminaries

2.1 Problem Formulation

We consider long-horizon conversational memory.
Let C = (u1,ug,...,ur) denote a conversation of
T utterances, and let @ = {(g;,a;)}}, denote a
set of query—answer pairs grounded in C. A mem-
ory system comprises three components: a summa-
rizer fg that compresses C into a set of N memory
entries M = fp(C) = {m1,...,mn}; aretriever



ge that, given a query g, returns a relevant subset
M, € M; and a fixed reader 7 that produces an
answer a = 7(q, M,). The goal is to design and
learn the memory system such that the expected an-
swer quality E, ,).g [score(a, a)] is maximized,
where score(+, -) denotes a task-specific metric.

2.2 Preliminary Study

Our approach rests on two empirical claims: (i)
conditioning summarization on downstream util-
ity yields memory entries materially more useful
for question answering than query-agnostic sum-
maries, and (ii) the underlying utility-aware behav-
ior is transferable, allowing a summarizer to inter-
nalize it without access to the target query at stor-
age time. We examine each claim through a simple
study on the LoCoMo benchmark (Maharana et al.,
2024), using Qwen2.5-3B-Instruct as both the
summarizer and the downstream reader. Following
common practice in conversational memory sys-
tems, the summarizer is applied at the granularity
of blocks: contiguous spans b C C of consecutive
utterances. All results are F1 scores averaged over
500 randomly sampled queries.

Study 1: Does utility-awareness improve sum-
mary quality? We first ask whether exposing the
summarizer to a downstream query-answer pair im-
proves the memory entries it produces. For each
sampled query g with reference answer a, we lo-
cate the contiguous block b C C that grounds (g, a),
summarize b under one of two conditions, and have
the reader answer ¢ from the resulting entry. Un-
der the vanilla condition, the summarizer receives
only b, mirroring standard practice in prior memory
systems. Under the utility-aware condition, it addi-
tionally observes (¢, a) and is instructed to retain
the evidence only from b required to support a.

As shown in Figure 2a, utility-aware summaries
yield substantial F1 gains across all types of
queries, nearly doubling overall performance. This
indicates that one of the bottleneck of standard
summarization is the objective alignment: once the
summarizer knows what the summary is for, it pre-
serves the right evidence. However, this condition
is not itself deployable, since it presupposes access

o (g, a) at storage time.

Study 2: Does utility-aware behavior transfer
across queries? Study 1 establishes an unreal-
izable upper bound. As a result, we next ask
whether the criteria implicit in utility-aware sum-
marization can transfer to a query-agnostic setting
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Figure 2: (a) Granting the summarizer access to the
downstream query-answer pair (Utility) substantially
outperforms the query-agnostic baseline (Vanilla). (b)
In-context utility-aware demonstrations surpasses the
vanilla baseline. Gains peak when demonstration and
evaluation types match and persist under mixing, indi-
cating that utility-aware patterns transfer across queries

through demonstration alone. For each sampled
query g, we summarize its grounding block b under
a demo-conditioned prompt that hides g but pro-
vides in-context demonstrations, each a quadruple
(¢',d',b',m] ) comprising a different query, its an-
Swer, the grounding block, and the corresponding
utility-aware summary; the reader then answers ¢
from the resulting summary. We vary two factors.
The demonstration type (Temporal, Open-domain,
or a Mix) controls the kind of utility-aware pat-
terns the model observes, and the evaluation type
specifies the category of ¢ at test time.

Figure 2b reveals two findings. First, every
demo-conditioned setting outperforms the vanilla
baseline, showing that utility-aware pattern is trans-
ferable, where the model generalizes the criteria
implicit in the demonstrations to unseen queries.
Second, transfer is stronger when demonstration
and evaluation types match, while mixing in off-
category demonstrations largely preserves these in-
category gains rather than washing them out. While
in-context demonstrations are able to elicit some
transfer, this approach is fragile in deployment as it
depends on demonstration selection and consumes
prompt budget at every storage step. We instead
pursue a parametric solution with self-distillation
to internalize the utility-aware pattern.



Utility-Aware Self-Distillation

Entry-Aware Retrieval Calibration
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Figure 3: Overview of MemSuit. Left: A teacher summarizer conditioned on observed Q-A pairs decomposes
each conversation into utility-aware memory entries; a student is distilled to reproduce these entries from the raw
conversation alone. Right: A contrastive objective calibrates the retriever’s embedding space, pulling each query
toward its grounding entries and pushing it away from entries grounding other queries.

3 Method

Guided by the findings in Section 2, MemSuit op-
erationalizes utility-aware summarization through
self-distillation. A utility-aware teacher, condi-
tioned on observed query—answer pairs, produces
memory entries that retain precisely the evidence
required to support each answer. A query-agnostic
student then learns to imitate the teacher from the
raw conversation alone, internalizing its selection
criteria into a single deployable summarization pol-
icy. MemSuit instantiates this scheme in three
stages. We first introduce Adaptive Entry De-
composition (Section 3.1), which lets the teacher
emit a variable-length sequence of self-contained
entries per block, addressing collateral erasure at
the source of supervision. We then describe Utility-
Aware Self-Distillation (Section 3.2), which trains
the student to reproduce these decomposed entries
from the block alone. Finally, Entry-Aware Re-
trieval Calibration (Section 3.3) closes the re-
trieval mismatch by reusing the teacher’s entries as
contrastive supervision for the embedding model.
Figure 3 provides an overview.

3.1 Adaptive Entry Decomposition

We begin by specifying how the teacher constructs
memory entries, since these entries serve as the su-
pervisory target for the student summarizer. Let fT
denote the teacher summarizer, which is invoked
only at training time and conditions on observed
query—answer pairs. For a conversation block b C
C,let Qp = {(¢g,a) € Q| (g, a) is grounded in b}
denote the set of query—answer pairs grounded in b.
Given any pair (¢, a) € Qp, the teacher produces
utility-aware content that retains the evidence in b
required to support a. A naive instantiation would
compress b into a single summary m = f1 (b, q,a).

This invites collateral erasure: conditioning on
(g, a) biases the summary toward evidence for this
specific pair, so content supporting other plausible
pairs (¢/,a") € O\ {(g,a)} is discarded as inci-
dental. To mitigate this, we allow the teacher to
jointly segment b and produce a variable-length set
of self-contained entries in a single pass:

npgq 2> 1.

ey
where each m;F summarizes a distinct semantically
coherent region of b. Within this set, at least one en-
try m]T* is anchored to the observed pair (¢, a) and
retains the evidence required to support a, while the
remaining entries {m]T} j+#j+ summarize orthogo-
nal regions of b without query conditioning. This
decomposition preserves utility-aware evidence for
the observed query at mJT* while shielding the rest
of b from query-induced bias, ensuring that infor-
mation relevant to other potential pairs in Qp, re-
mains independently retrievable downstream. The
prompt used to elicit this joint decomposition is
provided in the Appendix.

Ml?q = {m?y < 'amgb?q} = fT(baqaa)a

3.2 Utility-Aware Self-Distillation

With the teacher’s decomposed entries in hand,
we distill its utility-aware behavior into a student
summarizer feS that, unlike the teacher, is condi-
tioned solely on the block b and never observes
(g, a). For each training block b and grounded pair
(g,a) € Qp, we treat the teacher’s decomposed
entries Mg 4 as the supervisory target. Concretely,
we serialize them into a single delimited sequence,

yog = mEIlm |-

2

where || denotes concatenation with a special delim-
iter token, and optimize the student with a token-



level cross-entropy objective:

Laistin(0) = — E(b,q)w)"[ il og pg (yétg ‘ y[(;;t)v b)} :

3)
where Dy, = {(b,q,a) : b C C, (¢,a) € Qp} de-
notes the training distribution and yl()g is the ¢-th to-
ken of ¥ 4. Crucially, by structuring the target as a
delimited sequence of self-contained entries rather
than a monolithic summary, the student learns not
only what content the teacher retains for plausible
future queries, but also how the teacher partitions a
block so that distinct query-relevant facets remain
independently retrievable.

3.3 Entry-Aware Retrieval Calibration

A well-trained student is bottlenecked by the re-
triever: if g, cannot surface the right entry, the
reader never sees it. Off-the-shelf embedding mod-
els are calibrated on verbose natural prose and
tend to underperform on the compact, fact-dense
entries our teacher produces. We close this gap
by reusing the teacher’s summaries as supervision
for the retriever. Concretely, we instantiate gy as
a dense retriever built on an embedding encoder
he : T — RY that maps any text ¢t € T (query or
entry) to a d-dimensional vector.

Identifying grounding entries. The teacher de-
composes each block b into the entry set M;F’q, but
does not explicitly mark which entries ultimately
ground the answer a. To obtain this supervision,
we prompt an LLLM judge v to identify, for each
grounded pair (¢,a) € Qp, the subset of entries
containing the evidence that supports a:

Pq = w(b7Q7aaMbT7q) g qu (4)

By construction, P, # (): the query-anchored entry
m;f* from Section 3.1 is guaranteed to support a.
The set P, thus provides per-query positives that
we use to supervise the retriever.

Contrastive objective. Given these positives, we
calibrate the retriever so that each query embeds
close to the entries that actually support its answer.
We measure query—entry affinity via cosine simi-
larity in the embedding space,

) = (he(d), he(m))
' The@l el @

and contrast each query against its positives and
a set of negatives drawn from unrelated blocks.

56(a;

Concretely, for each query ¢ in a training mini-
batch Q"M Jet b(q) denote the block in which ¢
is grounded; the in-batch negatives for ¢ are then

_ T

Ny = U Mgy (6)
q/egbatch
b(q")#b(q)

and the full candidate set is S, = P, UN,. We
optimize an InfoNCE objective:

Z7n+€7pq exp(s¢(q,m+)/7)
Smes, oxp(s6(am)/7)

(N
where 7 > 0 is a temperature hyperparameter. This
objective pulls queries toward the compact entries
that actually support their answers and pushes them
away from non-grounding entries, aligning the em-
bedding space with the distributional properties of
teacher-generated memory.

£ctr(¢)

= — EqNQbatch log

3.4 Training and Inference

Training. We train the summarizer and the re-
triever sequentially. We first run the teacher of-
fline over Dy, to obtain the entry sets ng =
fT(b,q,a) and judge-assigned positives P, for
each (b,q,a). The student and the retriever are
then optimized against the same supervision: 6* =
arg ming Lgistin () and ¢* = argming L ().

Inference. At deployment, neither the teacher
nor any query is available at storage time. For
each incoming block b, the student emits entries
M3 = f5.(b), which are encoded by hy+ and ap-
pended to a growing store M = | J, ME. Given
a query ¢, the retriever returns the top-K en-
tries Mg = Top- Kimem ¢ (¢, m), and the fixed
reader produces the answer a = m(q, M,).

4 Experiments

In this section, we aim to address five research ques-
tions: RQ1: How does MemSuit compare against
state-of-the-art memory systems? RQ2: What is
the contribution of each component to overall per-
formance? RQ3: How does Entry-Aware Retrieval
Calibration improve retrieval? RQ4: Does Mem-
Suit generalize to unseen datasets with different
query distributions? RQS: How token-efficient is
MemSuit at storage time?

4.1 Experimental Setup

Dataset. We evaluate on LoCoMo (Maharana
et al., 2024), a benchmark designed to probe long-
term conversational dependencies in LLMs. It



Multi Te ingl A
Model Method ulti emp Open Single vg
F1 BLEU F1 BLEU Fl1 BLEU F1 BLEU F1 BLEU
LoCoMo 2133 1642 1746 1441 1060 6.69 30.82 2341 20.05 15.23
MemoryBank 24.60 19.46 12.01 9.56 1047 8.18 3845 3434 2138 17.89
A-Mem 17.08 13.21 24.00 1826 11.93 1048 29.62 21.28 20.66 15.81
Llama-3.1-8B-Instruct
em0 28.98 23.35 19.93 15.18 19.73 16.41 45.76 39.79 28.60 23.68
SimpleMem 2692 17.66 35.11 23.58 22.41 16.89 35.92 30.83 30.09 22.24
MemSuit 31.18 23.55 40.77 2794 2542 20.83 44.89 38.61 35.56 27.73
LoCoMo 16.38 1244 1645 1331 475 284 18.57 12.64 14.04 10.31
MemoryBank 20.00 1522 15.62 1222 8.08 6.33 2722 2194 17.73 13.93
A-Mem 18.18 10.93 19.79 1531 9.60 9.05 29.51 25.05 19.27 15.09
Qwen2.5-3B-Instruct
Mem0 2224 16.58 23.23 1885 10.02 7.97 29.76 25.67 2131 17.27
SimpleMem 18.83 14.59 16.55 11.77 12.44 1047 26.92 2323 18.68 15.02
MemSuit 22.63 1636 28.66 2040 1540 13.15 3348 29.96 25.04 19.97
Table 1: Main Results. MemSuit achieves the best average performance.
Multi T ingl A
Model Variant ulti emp Open Single vg
F1 BLEU F1 BLEU F1 BLEU F1 BLEU F1 BLEU
w/o Rtr-Cal 26.02 18.36 41.03 28.19 21.16 17.29 38.86 33.17 31.77 24.25
w/o Self-Dist  30.92 21.68 40.24 28.38 21.36 16.72 4092 36.02 33.36 25.70
Llama-3.1-8B-Instruct )
w/o Cal & Dist 23.16 15.51 30.88 21.30 17.53 14.50 33.38 28.62 26.24 19.98
MemSuit 31.18 23.55 40.77 2794 2542 20.83 44.89 38.61 35.56 27.73
w/o Rtr-Cal 21.23 1622 26.65 18.57 14.58 11.56 30.09 26.58 23.14 18.23
w/o Self-Dist  21.51 16.24 23.86 17.85 10.80 8.61 29.84 2599 21.50 17.17
Qwen2.5-3B-Instruct .
w/o Cal & Dist 21.05 15.51 20.02 15.65 1036 8.79 29.42 2544 2021 16.35
MemSuit 22.63 16.36 28.66 20.40 1540 13.15 33.48 29.96 25.04 19.97

Table 2: Ablation study of MemSuit. Removing either component hurts performance.

contains 10 conversations of 200-400 turns each,
featuring complex temporal shifts and interleaved
topics, paired with 1,986 evaluation questions span-
ning four reasoning categories: multi-hop, tem-
poral, open-domain, and single-hop. We use the
first two conversations for training, the third for
validation, and the remaining seven for evaluation.

Baselines. We compare MemSuit against
five representative memory-augmented systems:
LoCoMo (Maharana et al., 2024), Memory-
Bank (Zhong et al., 2024), A-Mem (Xu et al.,
2026), MemO (Chhikara et al., 2025), and Sim-
pleMem (Liu et al., 2026).

Backbone Models. We instantiate MemSuit
with two backbone LLMs: Llama-3.1-8B-Inst
ruct (Grattafiori et al.,, 2024) and Qwen-
2.5-3B-Instruct (Hui et al., 2024), each serv-
ing as both summarizer and reader. The retriever is
built on al1-MinilM-L6-v2 (Wang et al., 2020).

Implementation Details. Conversations are seg-

mented into blocks of 20 turns prior to sum-
marization, and memory entries are indexed in
LanceDB. At inference, the retriever returns the
top K=10 entries per query. Both the sum-
marizer and the retriever are fine-tuned for 3
epochs, where we use a learning rate of 2x107°
for Llama-3.1-8B-Instruct and 2x10~* for
Qwen-2.5-3B-Instruct as the summarizer, and
2x10~* for the embedding model. All experiments
are run on one NVIDIA A100 80GB GPU.
Evaluation Metrics. Following prior work on
LoCoMo (Liu et al., 2026), we report F1 and
BLEU scores per reasoning category, along with
the macro-average across categories.

4.2 Results and Analyses

Main Results. To address RQ1, Table 1 compares
MemSuit against the five baselines on LoCoMo.
We make two following observations. (1) Across
both backbones, MemSuit attains the best average
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Figure 4: Decomposition granularity ablation on Lo-
CoMo (Qwen2.5-3B). Fixed schemes (1/5/10 turns per
entry) underperform MemSuit’s adaptive decomposition
across all categories of queries.

F1 and BLEU, surpassing the strongest baseline by
4.60 points in F1 and 3.37 points in BLEU, demon-
strating its effectiveness. (2) The improvement
is most pronounced for temporal questions, where
MemSuit surpasses the second-best method by 5.54
F1 points. This aligns with our preliminary analy-
sis in Figure 2a, where vanilla summaries discard
the fine-grained temporal details that utility-aware
distillation successfully recovers.

Ablation Study. To address the RQ2, We com-
pare MemSuit against three ablated variants: w/o
Rtr-Cal removes Entry-Aware Retrieval Calibra-
tion and uses the off-the-shelf retriever; w/o Self-
Dist removes Utility-Aware Self-Distillation; and
w/o Cal & Dist removes both. From Table 2,
we observe that (1) MemSuit outperforms all
variants on macro-average F1 and BLEU under
both backbones, confirming that the two compo-
nents are complementary. (2) Self-distillation con-
tributes more than calibration on temporal and
open-domain queries. We attribute this to vanilla
summaries omitting the supporting evidence out-
right, a gap that calibration alone cannot close. We
further investigate whether the adaptive decompo-
sition is necessary, where we replace the teacher’s
variable-length output with a fixed scheme that
emits exactly one entry per fixed-size block, sweep-
ing block sizes of 1, 5, and 10 turns. As shown in
Figure 4, no fixed setting matches MemSuit, where
very fine granularities can fragment evidence and
increase retrieval noise, while coarse granularities
reintroduce collateral erasure.

Retrieval Calibration Analysis. To address RQ3,

Model Recall@l Recall@5 Recall@10

Llama Before 25.77 54.64 64.43
After 35.05 63.40 69.59

Qwen Before 21.78 44.06 51.49
After 26.73 48.02 55.94

Table 3: Recall of grounding-evidence entries before
and after Entry-Aware Retrieval Calibration.

[ Positive [ Negative
Qwen2.5-3B-Instruct Llama-3.1-8B-Instruct

99

After

Cosine similarity

Before Before After

Figure 5: Cosine similarities of positive and negative
query-entry pairs before and after calibration. Calibra-
tion mainly lifts the tail of the positive distribution.

we measure the recall of the entries containing the
grounding evidence on the validation set. Table 3
shows that calibration improves recall at every cut-
off, with the largest relative gains concentrated at
Recall@1. To localize where this improvement
comes from, we further investigate the cosine simi-
larities of positive and negative query-entry pairs
before and after calibration in Figure 5. We observe
that the negative distribution shifts only slightly,
while the positive distribution shifts with the largest
movement at its tail. In other words, the pairs that
benefit most are those whose similarity was ini-
tially low. We attribute this to queries such as open-
domain ones that share little surface overlap with
their grounding entries, which the off-the-shelf en-
coder fails to embed close together but calibration
pulls into alignment.

Generalization Analysis. To assess whether
MemSuit transfers beyond its training distribution
(RQ4), we train on LoCoMo and evaluate on a 50-
example subset of LongMemEval without any addi-
tional adaptation. We compare against Mem0 and
SimpleMem, the strongest baselines from Table 1.
As shown in Table 4, MemSuit reaches 28.16 F1
and 20.84 BLEU, on par with the best-performing
SimpleMem and substantially above Mem0. How-
ever, the narrowing of MemSuit’s advantage is ex-
pected, as LongMemEval’s query distribution dif-
fers from LoCoMo’s, leading the teacher to provide
a less precisely targeted distillation signal.



Longmemeval F1 Bleul
MemO 892 7.01
SimpleMem 2891 21.40
MemSuit 28.16  20.84

Table 4: Generalization on a 50-example LongMemEval
subset with MemSuit trained on LoCoMo. MemSuit
matches the strongest baseline despite distribution shift.
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Figure 6: F1 vs. summary tokens per conversation on
LoCoMo. MemSuit attains the highest F1 at a competi-
tive token budget.

Storage Efficiency Analysis. To address RQS, we
measure the average number of summary tokens
produced per conversation. Figure 6 reports token
consumption with F1 for each method. We ob-
serve that MemSuit produces more compact mem-
ory than verbose-summary baselines such as Mem0
while still exceeding them in answer quality, show-
ing that evidence coverage can be improved with-
out a proportional increase in token consumption.

5 Related Works

Memory Summarization for LLM Agents.
Modern memory systems compress past interac-
tions into compact entries that can be retrieved
on demand (Wu et al., 2025). Early rule-based
methods retain predefined patterns such as named
entities, dialogue acts, or temporal markers via
handcrafted heuristics (Liu et al., 2025; Gupta and
Gupta, 2019), which are cheap but brittle. Recent
systems delegate memory selection to an LLM and
adopt a range of heuristic prompting strategies that
vary along two axes. The first is what is written
to memory: periodic free-form summaries (Zhong
et al., 2024; Lu et al., 2023), structured facts gov-
erned by explicit lifecycle operations (Chhikara
et al., 2025), or minimalist prompted notes (Liu
et al., 2026). The second is how memories are orga-
nized: as key-value slots (Modarressi et al., 2023),
relation-aware graphs (Xu et al., 2026; Li et al.,
2024), or temporal scaffolds (Ong et al., 2025). Yet
all of their utilized summarizers are optimized, ex-
plicitly or implicitly, against human-facing criteria

such as faithfulness and coverage (Zhang et al.,
2024), leaving a gap between the summarization
objective and how summaries are consumed by a
retrieval-and-answer pipeline. MemSuit closes this
gap by grounding summarization in downstream
utility through self-distillation.

Self-Distillation with Privileged Information.
Knowledge distillation (Hinton et al., 2015) trans-
fers capabilities from a teacher to a student (Gou
et al., 2021; Xu et al., 2024). Self-distillation,
where teacher and student share weights or model
family, has been applied to compression (Shen
et al., 2025), reasoning transfer (Zhang et al., 2019),
and self-improvement via teacher-generated data.
A critical variant exposes the teacher to auxiliary
signals unavailable at inference, which is a form
of learning using privileged information (Vapnik
and Izmailov, 2015). This paradigm has been
demonstrated in online action detection with future
frames (Zhao et al., 2022), multimodal recogni-
tion with privileged modalities (Chen et al., 2021),
and learning-to-rank with privileged features (Shar-
manska et al., 2013); and has recently been ex-
tended to LLM agents via privileged ground-truth
values or reasoning traces (Penaloza et al., 2026;
Snell et al., 2022). We are the first to apply
privileged-information self-distillation to memory
summarization: the teacher observes query-answer
pairs to produce utility-aware entries, while the stu-
dent learns to anticipate plausible queries from the
raw conversation alone, thereby internalizing the
teacher’s selection pattern.

6 Conclusion

In this paper, we recast memory summarization
for LLM agents as a problem of preserving down-
stream utility rather than human-facing fidelity.
Building on this perspective, we propose MemSuit,
a self-distillation framework in which a teacher con-
ditioned on observed query-answer pairs decom-
poses each conversational block into self-contained
entries, a student internalizes this selection crite-
rion without query access at storage time, and a con-
trastively calibrated retriever bridges the stylistic
gap to the resulting compact entries. Empirically,
MemSuit yields consistent gains over strong base-
lines on LoCoMo and exhibits modest robustness
under distribution shift, indicating that aligning
memory summarizers with their true downstream
consumers constitutes a better productive design
principle for memory-augmented agents.
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Limitations

Sensitivity to query distribution shift. As our
generalization analysis on LongMemEval shows,
MemSuit’s advantage narrows when the evaluation
query distribution diverges from the training distri-
bution. This is an inherent property of any utility-
aware approach: the teacher’s selection criteria
necessarily reflect the queries it was conditioned
on. A promising remedy is to augment the training
set with synthetic queries generated by an LLM,
broadening the coverage of plausible query types
and producing a more diverse distillation signal.
Scale of backbones. Our experiments use
two open-source backbones (Llama-3.1-8B-Ins
truct and Qwen-2.5-3B-Instruct), a choice
primarily bounded by available computational
resources. Applying MemSuit to larger back-
bones such as Llama-3.1-70B-Instruct or
Qwen-2.5-32B-Instruct, which are more repre-
sentative of production-grade memory systems,
would help characterize how the benefits of utility-
aware distillation scale with model capacity. How-
ever, given the consistent gains observed across
both backbones in our experiments, we expect
MemSuit to remain effective at larger scales.
Simple training strategy. We train the summarizer
and retriever sequentially against shared teacher su-
pervision rather than jointly. More sophisticated
strategies such as joint optimization could in prin-
ciple allow the two components to co-adapt their
representations, and we leave this as a promising
direction for future work.

Use of AI Assistants

We mainly used Al writing assistants to polish the
phrasing and grammar of this manuscript. We take
full responsibility for all content in this paper.
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A Additional Experiments

A.1 Judge Model Sensitivity

To assess whether MemSuit’s performance de-
pends on the specific model used as the
grounding-entry judge v, we swap the judge from
Qwen2.5-3B-Instruct to Llama-3.1-8B-Inst
ruct while keeping the Qwen backbone fixed for
the summarizer and reader. Table 5 shows that per-
formance remains stable across judges, confirming
that MemSuit is robust to this choice.

Metric Qwen2.5-3B Llama-3.1-8B
Multi-F1 22.63 22.89
Multi-BLEU 16.36 15.22
Temp-F1 28.66 27.78
Temp-BLEU 20.40 18.39
Open-F1 15.40 17.15
Open-BLEU 13.15 13.96
Single-F1 33.48 32.24
Single-BLEU 29.96 28.68

Table 5: Sensitivity of MemSuit (Qwen2.5-3B back-
bone) to the choice of grounding-entry judge . Results
are stable across judge models.

A.2 Isolating Decomposition from Query
Conditioning

To disentangle the effect of adaptive entry decom-
position from that of query conditioning, we con-
struct a non-target variant in which the teacher per-
forms the same adaptive decomposition but is not
conditioned on the query—answer pair. Table 6 com-
pares this variant against full MemSuit (Qwen2.5-
3B backbone). The non-target variant falls consis-
tently behind full MemSuit, confirming that decom-
position alone does not account for the gains and
that the query-conditioned, utility-aware signal is
essential.

A.3 In-Domain Training on LongMemEval

Our main generalization analysis (Table 4) trains
MemSuit on LoCoMo and evaluates it on Long-
MemEval without adaptation. To further test
whether MemSuit’s effectiveness is specific to Lo-
CoMo, we additionally train MemSuit directly on
LongMemEval (first 50-150 examples) and eval-
uate on the same 50-example subset used in Ta-
ble 4. As shown in Table 7, once trained in-domain,
MemSuit again surpasses the strongest baseline,



Metric MemSuit Adaptive (non-target)
Multi-F1 22.63 19.62
Multi-BLEU 16.36 13.82
Temp-F1 28.66 24.75
Temp-BLEU 20.40 19.57
Open-F1 15.40 15.85
Open-BLEU 13.15 12.10
Single-F1 33.48 31.88
Single-BLEU 29.96 28.43

Table 6: Ablation isolating adaptive decomposition from
query conditioning (Qwen2.5-3B backbone). The non-
target variant performs adaptive decomposition without
conditioning on the query—answer pair.

confirming that its gains generalize beyond a single
training dataset.

LongMemEval F1 BLEU-1
MemO 8.92 7.01
SimpleMem 28.91 21.40
MemSuit (LoCoMo-trained, OOD) 28.16 20.84

MemSuit (LongMemEval-trained, ID) 30.89 24.32

Table 7: In-domain training on LongMemEval. Mem-
Suit trained directly on LongMemEval surpasses both
the out-of-domain (LoCoMo-trained) variant and the
strongest baseline.

A.4 Generalization to New Backbones

To evaluate whether MemSuit’s gains carry over to
newer model architectures, we instantiate MemSuit
and all baselines with Qwen3-1.7B on LoCoMo.
Table 8 shows that MemSuit again achieves the
best average performance, confirming that its ad-
vantages are not specific to the two-year-old back-
bones used in the main experiments.

B Experimental Details

B.1 Dataset and Splits

We partition the ten LoCoMo conversations at the
conversation level to ensure that no block, speaker
pair, or topical thread leaks across splits. Conver-
sations @-1 are used for training, conversation 2
for validation, and conversations 3—9 for testing.
The evidence-coverage analysis in Figure 2a is con-
ducted on conversations 2 and 4.

B.2 Rule-Based Summarizer Baseline

The rule-based baseline shown in Figure 1(a) and
Figure 2a performs two extraction passes per turn.

The first pass extracts atomic facts via regular ex-
pressions for dates, times, numerals, and relative-
time expressions, complemented by named-entity
recognition; each match yields a single entry. The
second pass extracts subject-verb-object triples
through spaCy dependency parsing, producing one
proposition-level entry per triple. The triple pass el-
evates this baseline beyond a bag-of-tokens extrac-
tor: rather than emitting isolated entity entries such
as [ENTITY] Maria and [ENTITY] car, it emits
bound propositions such as (Maria, donate,
old car). When spaCy or its English model
is unavailable, the system falls back to closed-
vocabulary regular expressions matching simple
Subject-Verb-0Object templates.

B.3 Evidence Coverage Protocol

Evidence coverage measures, for each query,
whether the memory entries produced by a summa-
rizer contain sufficient information to support the
gold answer. For each query, we run the summa-
rizer over its source conversation, collect the result-
ing entries, and prompt Qwen2.5-3B-Instruct as
an LLM judge to issue a binary YES/NO verdict on
whether the entries jointly support the gold answer.
The judge is explicitly instructed to allow surface-
form variation (e.g., date normalization), multi-hop
composition across entries, and reasonable infer-
ence, while rejecting cases requiring external world
knowledge. Coverage is reported per category as
the fraction of queries receiving a YES verdict. The
full judge prompt is given below.

Evidence Coverage Judge Prompt

You are given a question, its gold answer, and a list
of memory notes extracted from a conversation. Decide
whether the notes contain enough information to
support the gold answer.

Memory notes:
{formatted_entries}

Question: {question}
Gold answer: {gold_answer}

Decision rules:
- Answer YES if the notes - taken together, with
reasonable inference and composition - establish the
gold answer.
Answer YES even when surface forms differ. For
example:

x "May 7, 2023", "7 May 2023", "2023-05-07" all
match the same date.
"$680" matches "680 dollars” or "680 USD"
"Caroline Smith" matches "Caroline” when context
makes it unambiguous.
Answer YES if the gold answer can be obtained by
composing several notes (multi-hop reasoning over
the notes).
Answer YES if the gold answer is a reasonable
inference grounded in the notes (e.g., the question
asks what someone "might” do, and the notes describe
their relevant interests, skills, or stated plans).
Answer NO only if the specific fact required by the

* %




Metric

LoCoMo MemoryBank A-mem Mem(0 SimpleMem MemSuit

Multi-F1 8.51 9.91 1822 15.44 17.56 19.88
Multi-BLEU 6.96 7.21 1491 11.27 12.77 15.22
Temp-F1 6.34 12.07 23.86 16.08 22.39 23.87
Temp-BLEU 5.14 9.04 18.60 12.20 15.15 15.55
Open-F1 9.48 6.97 15.09 15.35 16.27 22.88
Open-BLEU 7.36 5.24 12.83  12.25 12.70 19.52
Single-F1 9.82 13.10 27779  26.17 27.56 28.50
Single-BLEU 8.69 8.62 2172 21.62 21.35 24.85
Avg-F1 8.54 10.51 21.24  18.26 20.95 23.78
Avg-BLEU 7.04 7.53 17.02 14.34 15.49 18.79

Table 8: Results on LoCoMo with a newer-generation backbone, Qwen3-1. 7B, for both MemSuit and all baselines.

MemSuit maintains the best average F1 and BLEU.

gold answer is missing from the notes, or if
establishing the gold answer would require
information not present in the notes.

- For gold answers with multiple components (e.g.,
"A, B"), answer YES if the notes support each
component.

- Do NOT use general world knowledge that is unrelated
to the conversation.

First, write 1-3 short sentences of reasoning citing
the relevant note numbers. Then end your reply with
exactly one of these two lines:

Verdict: YES

Verdict: NO

B.4 Code Availability

Our official code for MemSuit is available at
https://github.com/LzyFischer/MemSuit.

C Training and Inference Configuration

Self-Distillation. We fine-tune the student sum-
marizer with LoRA (rank r=16, =32, dropout
0.05), a per-device batch size of 2 with gradient ac-
cumulation of 8 (effective batch size 16), and bf16
mixed precision. We use a warmup ratio of 0.03
followed by linear decay over 3 epochs. The learn-
ing rate is 2x 107> for L1ama-3.1-8B-Instruct
and 2x10~* for Qwen2.5-3B-Instruct.

Retrieval Calibration. We fine-tune all-Min
iLM-L6-v2 with a batch size of 32 under bf16
mixed precision, a learning rate of 2x10~%, and
the same 0.03 warmup ratio for 3 epochs.

Inference. All inference, including teacher gener-
ation, student generation, and reader QA, is served
through vVLLM. The retriever returns the top K =10

entries per query, and all memory entries are in-
dexed in LanceDB.

D Prompts

This section provides the complete set of prompts
used by MemSuit’s pipeline components. We
group them by lifecycle stage: training-time
prompts that produce teacher and judge supervision
(Appendix D.1), and inference-time prompts for the
deployed student summarizer and the fixed reader
(Appendix D.2). The evaluation-time prompt for
evidence-coverage judging is co-located with its
protocol in Appendix B.3.

D.1 Training-Time Prompts
D.1.1 Teacher: Utility-Aware Decomposition

The teacher receives the dialogue block together
with an observed query—answer pair. The prompt
is deliberately structured so that the query—answer
pair acts purely as a post-hoc coverage check, ap-
plied after a comprehensive set of entries has al-
ready been drafted. This design discourages the
teacher from collapsing the output around the con-
ditioning query, mitigating the collateral-erasure
problem identified in Section 3.1.

Teacher Prompt — Utility-Aware Decomposition

[Internal Coverage Check - do not mention in output,

do not let it shape your focus]

A downstream system will later be asked the following
question against your memory entries. This block exists
ONLY to verify coverage after you have already drafted
a comprehensive set of entries. It is NOT the topic of


https://github.com/LzyFischer/MemSuit

this extraction and must NOT cause you to drop,
shorten, merge, reorder, or de-prioritize any other
entry.

Question: {question}
Gold answer: {answer}
Evidence utterance (must be preserved verbatim in
at least one entry):
{evidence_text}

Procedure:

1. First, draft your memory entries normally, covering
ALL information in the dialogue at the level of
detail required by the main Requirements above
(about one entry per dialogue turn). Do this as if
this block did not exist.

2. Then, verify that the evidence utterance above
appears, with its original wording preserved (key
nouns, verbs, and named entities unchanged), inside
the lossless_restatement of at least one entry -
and that the gold answer is recoverable from that
entry using only the original words from the
dialogue.

3. If the check already passes, change nothing. If it
does not, add or minimally revise exactly ONE entry
to satisfy it, and leave every other entry
untouched.

Hard constraints:

- Do NOT mention the question, the gold answer, the
evidence, or this check in your output.

- Do NOT phrase any entry as an answer to the question;
entries are statements about the dialogue, not
responses.

- Do NOT use the gold answer's wording if it does not

appear in the dialogue - use the original word(s)

from the raw text.

Coverage of unrelated topics (small talk, emotions,

plans, image descriptions, etc.) must remain

identical to what you would produce without this
block. Fewer entries than the dialogue's richness
warrants is a failure of this task.

D.1.2 LLM Judge: Grounding-Entry
Identification

whose phrasing is more self-contained and more likely
to match a query that asks the question.

[Output Format]
Return ONLY a JSON object of the form:
{"index": <int>}
where <int> is in the range [0, {n_entries_minus_1}].
No prose, no markdown.

D.2 Inference-Time Prompts

D.2.1 Student: Memory Entry Generation

At inference time, the student receives the dialogue
block alone, without any query conditioning, and
must emit a self-contained set of memory entries
in JSON form.

Student Prompt — Memory Entry Generation

Your task is to extract all valuable information from
the following dialogues and convert them into
structured memory entries.

[Current Window Dialogues]
{dialogue_text}

[Requirements]

1. Complete Coverage: Generate enough memory entries
to ensure ALL information in the dialogues is
captured.

2. Force Disambiguation: Absolutely PROHIBIT using
pronouns (he, she, it, they, this, that) and
relative time (yesterday, today, last week,
tomorrow). Use full names and absolute ISO 8601
timestamps inline.

3. Lossless Information: Each entry's
lossless_restatement must be a complete,
independent, understandable sentence that includes
all relevant subjects, objects, time, and location
inline.

[Output Format]
Return a JSON array. Each element is a memory entry

Given the teacher’s decomposed entries for a block,
the judge ¢ selects the single entry that most di-
rectly supports the gold answer. The selected entry
is used as the positive example in the contrastive
objective of Section 3.3.

LLM Judge Prompt — Grounding-Entry Identifica-
tion

We are building a retrieval-augmented memory system.
At inference time, the system will see only the
question and must retrieve the most relevant memory
entry from the store. We need to label which entry is
the correct retrieval target.

[Question]
{question}

[Gold Answer]
{answer}

[Evidence Turn - the dialogue line this question is
grounded in]
{evidence_text}

[Candidate Memory Entries]
{numbered_entries?}

[Your Task]
Pick the index (@-based) of the SINGLE entry that:
(a) directly contains the fact that grounds the gold
answer, AND
(b) would be the most useful entry to retrieve given
ONLY the question (without seeing the evidence
or answer).

If two entries both ground the answer, prefer the one

with a single field:

L
"lossless_restatement”: "Complete unambiguous
restatement (must include all subjects, objects,
time, location, etc.)"”
N
]

Now process the above dialogues. Return ONLY the JSON
array, no other explanations.

D.2.2 Reader: Question Answering

The fixed reader 7 receives the query and the top-
K retrieved entries, and produces a concise answer
together with a brief reasoning chain in JSON form.

Reader Prompt — Question Answering

Answer the user's question based on the provided
context.

User Question: {query}

Relevant Context:
{context_str}

Requirements:
1. First, think through the reasoning process.
2. Then provide a very CONCISE answer (short phrase
about core information).
3. Answer must be based ONLY on the provided context.
4. All dates in the response must be formatted as
'DD Month YYYY' but you can output more or less




details if needed.
5. Return your response in JSON format.

Output Format:

{
"reasoning”: "Brief explanation of your thought
process”,
"answer": "Concise answer in a short phrase”
¥

Now answer the question. Return ONLY the JSON, no
other text.
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